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Hence, recording and compiling a trace speculares that the path and
typing will be exacty as they were during recording for subsequent
iterations af the loop.

Every compiled trace contains all the guasds (checks) required
to validate the speculation. Il one of the guards fails (il conmal
fow is different, or a value of a different type is generated), the
wace exits. 1T an exit becomes hot, the W04 can record a franch
frace starting at the exit to cover the new path. In this way, the Vi
records a trace tree covering all the hot paths throngh the loop.

Nested loops can be difficult to optimize for racing ¥Vis. In
a naive implementation, inner loops would become hot Arst, and
the Wi would start tracing there. When the inner loop exits, the
Wi would detect that a different branch was taken. The VM would
ry o record a branch trace, and find that the trace reaches not the
inner loop header, but the outer loop header. At this paint, the Vi
could continue tracing until it reaches the inner loop header again,
thus tracing the outer loop inside a trace tree for the inner loop.
But this requires tracing a copy of the outer loop for every side ealt
ard type combinatian in the inner loop. 1n essence, thisis a farm
ol unintended il duphcation, which can easily overflow the code
cache. Altematively, the ¥ conld simply stop tracing, and give up
on ever tracing outer loops.

We salve the nested loop problem by recording rested trace
trees. Jur system traces the inner loop exactly as the naive version.
The system stops extending the inner tree when 1t reaches an outer
loop, but then it starts a mew trace at the outer loop header When
the outer boop reaches the inney loop header, the system tries to call
the trace tree for the inner loop. 1M the call succeeds, the ViV records
the call to the inner ree as part of the outer trace and Anishes
the outer trace as novmnal. In this way, our system can trace any
mumber of loops nested to any depth without causing excessive tail
duplicatian.

These techmgues albow a VM @ dynamically ranslate a pro-
gram to nested, type-specialized trace trees. Berause traces can
cross Tunction eall boundaries, oar teehnigues also achieve the efl-
fects afl inlining. Becanse traces have no internal control-Aow joins,
they can be optimized in hinear iime by a simple compiler (10).
Thus, our tracing ¥ elficiently performs the same kind of op-
nmizations that would require interprocedural analysis in a statie
optimization seting. This makes tracing an attractive and elffective
ol to type specialize even complex function call-vich code.

We implemented these technigues for an existing JavaSeriptin-
erpreter, Spiderbdonkey. We call the resulting tracing Vi Thece-
Morkey. TracelMaonkey supparts all the JavaSernpt features ol Spi-
derlonkey, with a 2x-20x speedup (ov traceable programs.

This paper makes the following contribuions:

» Ve explain an algorithm for dynamically forming trace trees to
cover a program, representing nested loops as nested trace trees.

* Ve explain how to speculadvely generate efficient Lype-specialized

code for traces Mom dynamic language programs.

* We validate our tracing techmigues in an implementabion based
an the Spiderfdonkey JavaScript interpreter, achieving 2x-20x
speedups on many pPrograms.

The remainder of this paperis arganized as folbows. Section 3is
a general overview of trace mree based compiladon we use to cap-
wre and compile Meguently executed code regions. In Section 4
we describe our approach af covering nested loops using a nam-
ber of individual trace trees. In Section 5 we describe our race-
compilatan based speculative type specializaton approach we use
to generate efficient machine code Mom recorded bytecode traces.
Qur implementation of a dynamic type-specializing compiler for
JavaSeript is deseribed in Section 4. Related waork is discussed in
Section B. In Section 7 we evaluate our dynamic compiler based on

1 for fvar i = 2; i < 100; ++i)

2 if {lprimes[il)

=2 continue;

4 for fvar k=1 +1i; 1 < 100; k += i)
5 primes [k] = false;

g

Figure 1. Sample program: sieve of Eratosthenes. primes is
inmitiahzed to an array of 1040 false values on entry o this code
sMpPpeL.
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Figure 2. State machine deseribing the major activities of Trace-
Mankey and the conditions that cause transiions w0 a new activ-
ity. In the dark box, TM executes 15 as compiled traces. In the
light gray baxes, T esecutes 15 in the standard interpreter. White
boxes are overhead. Thus, to masximize performance, we need to
mazlmize Lme spent in the darkest box and minimize nme spentin
the white bozes. The best case 15 a loop where the types at the loop
edge are the same as the types on entry-then T can sy in nadve
code antil the loop is done.

a =et of industry benchmarks. The paper ends with conclusions in
Section 9 and an outlook on Tubre waork is presented in Section 140,

2. Overview: Example Tracing Run

This section provides an overview of our systemn by describing
how TraceMaonkey executes an example program. The example
program, shown in Figure 1, computes the frst 100 prime numbers
with nested loops. The narrative should beread along with Figue 2,
which deseribes the activities TraceMaonkey performs and when it
transitions between the loops.

Tracelonkey always begins executing a program in the byte-
code interpreter. Every loop back edge is a potential trace point.
When the interpreter crosses a loop edge, TraceMaonkey invokes
the trace moniter, which may decide to record or execute a native
trace. At the start of execution, theve are no compiled races yet, 5o
the trace maontorcounts the number ol times eac h loop back edgeis
executed until a loop becomes fot, currently alter 2 crossings. Nate
that the way owr loops are compiled, the loop edge is crossed belore
entering the loop, so the second crossing occuars immediately alter
the Arstiteration.

Here iz the sequence of events bvoken down by outer loop
iteraton:



w0 1= 1d state[748] /f load primes from the trace activation record

st splo], wo /7 store primes to interpreter stack
wl 1= 1d state[7Ta4] /f load k from the trace actiwation record
w2 o= i2E{wl) J¢ conwvert k from int to double
st splB], wi /7 store k to interpreter stack
st spl18], © // store false to interpreter stack
w3 1= 1d wi[4] /7 load class word for primes
wi o= and v3, -4 J// mask out object class tag for primes
w5 = eq vd, MLrray ff test whether primes is an array
xf w5 J/ side exit if w5 is false
w8 := js_lrray_set{wl}, 2, false) // call function to set array element
w7 1= aq w8, O J/ test return walue from call
xt T /f side exit if js_lrray_set returns false,

Figure 3. LIR snippet for sample program. This is the LIR recorded for line 5 of the sample program in Figure 1. The LIR encodes
the semantics in 553A [ovm using tempaorary variables. The LIR also encodes all the stores that the interpreter woukd do to its data stack.
Sometimes these stores £an be opimized away as the stack locations are live anly on exits to the interpreter. Finally, the LIR records gouards
and side exits to verily the assumptons made in this recording: that prime s is an array and that the call to set its element succeeds.

mov edx, ebx{r48) /f lomad primes from the trace activation record
mov edif(), edx /7 €#) store primes to interpreter stack
mov esi, ebxiTEL) ff load k& from the trace activation record
mov edif8), esi /7 €#¥) store k to interpreter stack

mov edif{ig), O /7 &%) store false to interpreter stack

mov eax, edxid) /£ {#) load object class word for primes
and sax, -4 A {#) mask out object class tag for primes
cmp eax, Array £/ {#) test whether primes is an array

jne side_exit_1 £/ (%) side exit if primes is not an array
sub esp, 2 J/ bump stack for call alignment conwvention
push false J/ push last argmment for call

push esi J/ push first argument for call

call js_frray_sst // call function to set axrray slement

add =sp, B /f clemn up extra stack space

nov eci, ebix /7 t#) created by register allocator

test eax, =eax A7 6#) test retwrn walue of js_lyray_set

je side_exit_ 2 /7 6#%) side exit if call failed

gide_exit_1:

mov ecx, ebpi-4) // restore ecx
mow esp, ebp /{ restore esp
jmp epilog Jf jump to ret statement

Figure 4. x86 snippet for sample program. Thisis the 186 code compiled from the LIR snippetin Figuare 3. Mast LIR instrucions compik
W a single xB6 instrucion. Instrucions marked with £#) would be amitted by an idealized compiler that knew that nane of the side exits
wauld ever be taken. The 17 instructions generated by the compiler compare Tavorably with the 1084 instructions that the interpreter wouold

execute for the same code smippet, including 4 indirect jumps.

i=2. This iz the Arst iteration af the ouer loop. The loop an
lines 4-5 becomes hot on its second iteration, so Tracebdonkey en-
ters recording mode on hne 4. In recording mode, Tracelonkey
recards the code along the trace in a low-level compiler intermedi-
ate representation we call LAE. The LIR trace encodes all the oper-
aians performed and the types of all operands. The LIR trace also
encodes guards, which are checks that verify that the contml Aow
ard types are identcal to those observed during trace recarding.
Thus, on later executions, il and only il all goards are passed, the
trace has the required program semantics.

TraceMankey stops recording when execution retuarns to the
loop header or exits the loop. 1n this case, execution retwms to the
loop header on ling 4.

Adter recording is finished, TraceMankey compiles the race to
native code using the recorded type infovmation for optimization.
The result i1s a native code fragment that can be entered il the

inwerpreter PC and the types of values match those abserved when
trace recording was started. The frst trace in our example, Tas,
covers ines & and 5. This trace can be entered il the PCis at hine 4,
i and k are integers, and primes is anabject. Alter compihing Tas,
TraceMonkey returns to the interpreter and loops back to kine 1.

=3. Now the loop header at hne 1 has become hot, so Trace-
Mankey starts vecording. When wecording reaches line 4, Trace-
Mankey observes that it has reached an inner loop header that al-
ready has a compiled trace, so Tracelonkey attermpts to nest the
inner loop inside the curvent trace. The first step is ta call the inner
trace as a subrouatine. This executes the boop on hine 4 to completian
and then returns to the recorder. Traceblonkey verifies that the call
was successiul and then recards the call wo the inner trace as part of
the cwrrent trace. Recording continues until execation reaches line
1, and at which point Tracebonkey fimishes and compiles a trace
for the outer loop, Tis.



i=4. Onthisiteranon, Tracebonkey calls Tis. Becanse i=4, the
if statement on line 2 is taken. This branch was not taken in the
original trace, so this canses Tig to (a1l a guard and take a side exit
The exit 15 nat yet hat, s0 Tracebonkey returns to the interpreter,
which executes the continue statement.

i=5. Tracebonkey calls T\ g, which in tum calls the nested trace
Tas. Tis loops back toits own header, starting the nest iteration
without ever retwming ta the manitar.

i=fh. On thisiteration, the side exit on kne 2 is taken again. This
time, the side exit becomes hat, s0 a trace Tog | is recorded that
cavers line 3 and retirns to the loop header. Thus, the end af Tog |
jumps direcdy to the start of Tis. The side exit is patched so that
on future ierations, it jumps divectly to Tes (.

Atthis point, TraceMankey has compilked enough traces to cover
the entre nested loop stuctare, so the vest of the program runs
entirely as native code.

3. Trace Trees

In this section, we describe traces, trace trees, and how they are
formed at run time. Although our techmigques apply 0 any dynamic
language interpreter, we will describe them assuming a bytecode
interpreter ta keep the exposition simple.

A1 Traces

A trace is simply a program path, which may cross function call
boundanes. Tracelaonkey focuses an loop traces, that ariginate at
a loop edge and represent a single iteration through the associated
loap.

Similar to an extended basic block, a trace is only entered at
the top, but may have many exits. In conwast to an extended basie
block, a trace can contain join nodes. Since a tace always only
follows one single path throagh the oviginal program, however, join
nodes are not recognizable as such in a trace and have a single
predecessar node ke regular nodes.

A typed traceis a trace annotated with a type for every vanable
fincluding iemporaries) on the race. A typed trace also has an entry
fvpe map giving the reguired types for variables used an the trace
belore they are defined. Forexample, a trace could have a type map
fx: int, b: boolean), meaning that the trace may be entered
only il the value of the vanable 15 of type int and the value ol b
15 of type boolean. The entry type map is much like the signature
of a function.

In this paper, we only discuss typed loop traces, and we will
refer to them simply as “traces”. The key property of typed loop
traces is that they can be compiled to elfficient machine code using
the same technigues nsed for typed languages.

In TraceMankey, traces are recorded in trace-Aavared S5 A LIR
(low -level intermediate representation). In trace-Aavored S5A jor
TS5A), phi nodes appear only at the entry point, which is reached
bath on entry and via loop edges. The important LIR primitives
are constant valoes, memaory boads and stores [by address and
ollset), integer operators, Aoatng-point operators, function calls,
and conditional exits. Type conversions, such as ineger w0 double,
are represented by funcoon calls. This makes the LIR used by
Traceblonkey independent of the concrete type system and type
conversion rules of the sowee language. The LIR operations are
generic enough that the bac kend compiler is language independent.
Figure 3 shows an example LIR trace.

Bytecode interpreters typically represent values in a wariows
complex data structires (e.g., hash tables) in a boxed format (ie.,
with attached type tag bits). Since a trace is intended w represent
efficient code that eliminates all that complexity, oo waces oper-
ate an unboxed values in simple variables and arrays as much as
passible.

A race records all its intermediate values in a small activation
record area. To make variable accesses laston trace, the trace also
impaorts bocal and global vanables by unboxing them and copying
them to its activatian record. Thus, the trace can read and writke
these variables with simple loads and stores lom a native activation
recording, independently of the boxing mechamsm used by the
inwerpreter. When the wace exits, the Wb boxes the values from
this natwe storage kocation and copies them back to the interpreter
siructires.

For every control-Row branch in the source program, the
recorder generates conditional exit LIR instructions. These instrue-
tions exit Mom the trace if reguired contral Aow is different from
what it was at race recording, ensuring that the trace insouctions
are tun anly il they are supposed to. Ve call these insouctions
guavd instrucions.

Mast ol our baces represent loops ard end with the special 1oop
LIR instruction. This is just an unconditwonal branch to the top aof
the trace. Such traces return only via guards.

Mow, we describe the key optimizations that are performed as
part of recarding LIR. All of these optimizatons reduce complex
dynamic language constructs to simple typed constructs by spe-
cializing for the current trace. Each opimization requires goard in-
structions o werily their assumptions aboot the state and exit the
trace il necessary.

Type specialization.

All LIR primitives apply to operands of specific types. Thus,
LIR traces are necessarily type-specialized, and a compiler can
easily produce a mansladon that reguires no type dispatches. A
typical bytecode interpreter carvies tag bits along with each value,
and to perform any operation, must check the tag bits, dynamically
dispatch, mask out the tag bits to recover the untagged wvalue,
perform the operation, and then reapply tags. LIR amits everything
excepl the operation itsell.

A poential problem is that some operations can produce values
ol urpredictable types. For example, reading a property from an
object could yield a value of any type, not necessarily the type
observed during recording. The recorder emits guard instructhions
that conditionally exit il the operation yields a valoe of a different
type Mrom that seen diring recording. These guard insouctions
guarantee that as long as execution is on trace, the types of values
match those of the typed race. When the ¥ observes a side exit
along such a type guard, a new typed trace is recorded originating
at the side exit location, capturing the new type of the operation in
guestian.

Representation specialization: objects. In JavaScript, name
lookup semantics are complea and poentially eapensive because
they include features like abjectinheritance and eval. To evaluate
an object property read expression like o, x, the inkewmpretsr must
search the property map of o and all of its prototypes and parents.
Property maps can be implemented with dilferent data structures
[e.g., per-obpect hash tables or shared hash tables), so the search
process also must dispatch on the representation of each abject
fourd during search. TraceMaonkey can simply observe the resul of
the search process and record the simplest possible LIR o access
the property value. For example, the searc h might inds the valoe of
o.xin the prototype af o, which uses a shared hash-table represen-
tation that places xin slot 2 of a property vector. Then the recorded
can generate LIR that reads o2 with just two or three loads: one to
get the prototype, possibly one o get the property value vector, and
one more to get slot2 rom the vector. This is a vast simplification
and speedup compared to the original interpreter code. Inheriance
relationships and object representations can change during execu-
tian, so the simphfed code requires guard instructions that ensure
the abject represe ntationis the same. In Tracelonkey, objects” rep-



